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Moderator:  As we’re approaching the top of the hour, I’d like to get things started, but first I’d like to do a short intro.  We’re lucky to have today Michael Matheny as our presenter, who is associate director of VINCI at the Nashville VA and associate professor, excuse me, associate professor of biomedical informatics at Vanderbilt University Medical Center.  As it’s just 2:00, Dr. Matheny, can I turn it over to you?

Dr. Michael Matheny:  Yes, please.  

Rob:  There you go.

Dr. Michael Matheny:  So I want to thank everyone for coming to the presentation today.  I want to lead off a little bit first by, we tried to figure out a way to make the accompanying script available to everyone that was dialing in and we were unable to do so.  So I want to just lead off the whole presentation with offering everyone to go to VAPULSE.net if you have an account or if you would like one and there’s a VA OMOP documentation area that the group maintains, and within it there’s a Cyberseminar SQL Code.  If you would like to download that, it accompanies this entire presentation with explanations and direct code for how to execute everything and sort of allows me to abstract some of that out of the presentation for flow purposes.  So I just wanted everyone to know where that was.  And you can also in the chat box, if you have questions I’m sure Rob would help you get to the VA Pulse site as you need.  So I’m going to go ahead and get started.

Rob:  Michael, if I could just jump in, I was able to attach basically just a PDF text version of that code at the very end of the, excuse me, handouts today.  So if people download the handouts they can at least see the code and probably copy and paste it as well.  So that would be a secondary way to get at that code.  

Dr. Michael Matheny:  Oh, that’s wonderful.  Thank you.  So I wanted to go through an example.  So this presentation really builds on prior VINCI OMOP user group presentations and prior Cyberseminars by Scott Duvall, which sort of go through OMOP and the standards.  I’m going to do a little bit of background, but I’m going to also dive into some of the database programming that you would need to use in order to utilize OMOP in the VA.  

So first I want to really thank a very large group of people.  This has been a large initiative and a large group of database programmers, technical writers, quality assurance personnel.  The Million Veterans Program has been doing a lot with phenotyping and with data cleaning, and we’ve been fortunate to collaborate with them.  And there’s been a number of HSR&D investigator groups over the last couple of years that have been willing to donate and collaborate with mappings for microbiology and other things.  So it’s been a tremendous iteratively developed set of data tools that are available to the research and operational community.  

So first I just want to just get a sense of the community listening in on the call, and I wanted to do a few poll questions just to get a sense of where everyone is.  So Rob would you mind leading us through the poll questions?  Or is there something I needed to do to do that?

Rob:  Nope.  Not at all, I was just muted for a second there.  So the poll question is up, and the question is what is your role in research and/or quality improvement?  Choices being research investigator; methodologist; data manager, analyst, or programmer; project coordinator; or other.  And you can use the question pane to go ahead and describe that if you like.  We have about 80% of people voted so I’ll give a few more seconds.  Things have levelled off, so I’m going to go head and close the poll and share that out.  And Michael, what we have is that 18% answered research investigator; 9% answered methodologist; 55% data manager; analyst, or programmer, the vast majority; 8% project coordinator; and 9% other.  And two people answered what other is.  One person says I have been all of those with a smiley emoticon, and somebody else said VINCI concierge.  

Dr. Michael Matheny:  Very good.  Well, thank you very much.  It’s good to get a sense of sort of where everyone is in their perspectives.  I want to go on to poll question number two to get a little sense of everyone’s experience with CDW data.  So it’s really asking everyone to rate your level of experience with the CDW data on a scale of one to five where one is not worked with it at all, two is minimal experience, three is having worked closely with the Corporate Data Warehouse for less than six months, four is working with the CDW six months to two years, and five is multiple years of heavy experience with the CDW.

Rob:  And as before, the poll is open.  We have about 75% people gone in and given an answer, approaching 80% where usually things level off.  I’ll give a few more moments.  And yes, things have slowed down so I’m going to go head and close the poll and share out the results.  Dr. Matheny, 14% answered not worked with it at all; 26% have minimal experience; 10% have worked closely with it for less than six months; 34% have worked closely with it for six months to two years; and 16% are very experienced with CDW.  

Dr. Michael Matheny:  Thank you very much.  And the last poll question before we go on to the rest of the presentation is how familiar you are with OMOP Common Data Model.  One, you currently use it and either VA work or non-VA work; two, you would like to use it; three, you’ve heard of it and would like to learn more; four, you have not heard of it; and five, you have your doubts about the utility of the data model.  

Rob:  Answers are streaming in.  Things have levelled off, so I’m going to go ahead and close and share that out.  And answers are I currently use it, 23%; I would like to use it, 19%; I have heard of it and would like to learn more, 38%; I’ve not heard of it, 20%; and I have my doubts, a mere 1%.  Back to you.

Dr. Michael Matheny:  All right, thank you all very much.  It’s very helpful to get a sense of the audience.  So I’m just going to briefly talk about the overall objectives of this presentation.  So just to break it down, first I’m going to set up the phenotyping use case example.  So we’re going to go through an administrative code cohort build or basic phenotype definition.  I’m going to talk a little bit about OMOP overview and background but not go into that too heavily because we’ve covered that in prior presentations, and then talk a little bit, do a little deeper dive into the OMOP data architecture first with an administrative code focus and later with a medication focus.  Then we’ll go through actually how to build filter lists so that you can use it in OMOP to filter your data and then actually building a basic computable phenotype and deploying that into the OMOP user tables, and then lastly just talking a little bit about medications.  Unfortunately just because of the length of the presentation I won’t be able to get to all of the medication content that I’d like to.  We’ll have to save some of that for another day.  

So problem statement.  So you’d like to find all the patients in the VA within your frame with heart failure.  And so the clinical phenotypes, computable phenotypes, those are all the new buzzwords for what all of us have been doing for years and years with cohort definitions, inclusions, inclusion criteria, risk factor, I mean risk variable building.  It’s sort of just the new framing of a very longstanding health services research staple.  But the slight difference between the flavors now and what we’ve traditionally done is most of the time when we build cohorts we kind of make the variable definitions and the cohort definitions into our analytic flat file.  And we really don’t think about using them for all of our projects with the exact same implementation or maybe we want to share them with other investigators.  And so that’s a little bit more of a recent thing and it requires a little bit of a frame around how you present the data to make it reusable for other use cases.  And the reason why is because different use cases have different index dates, different anchor dates, so you have to make it reusable across different frames.  

So just for this example, for the, well, first for the only using administrative code definitions, so a lot of phenotypes like diabetes and other things really benefit from having meds, labs, a number of different components.  But for the example, I wanted to do something that was relatively straightforward in concept so that we could highlight some of the utility of the OMOP data model.

So there are many, many administrative code definitions for heart failure.  This is not trying to sub-specify systolic preserved ejection fraction versus reduced ejection fraction, we’re just using an older definition that was published in circulation in 2006, and then the Mini-Sentinel initiative did a meta-analysis where they reviewed all of the heart failure administrative code definitions and then put together a recommendation.  So we’re essentially using the synthesis of those two published references.  And the questions I would like to sort of pose to you and then I’m going to try to hopefully answer them are, well, so you have that need, you have that frame, how and why is OMOP useful and efficient for this type of task?  And then the next question I want to pose is, well, how do you translate a list?  And in this case you’ve got your ICD‑9 codes that you see listed, how do you translate that into OMOP and make it actually useful?  And then lastly is how do you the resulting list of the OMOP concepts to actually find the heart failure in your patient population and establish your relative time windows for the condition of interest.  So we’re going to try to go through all of those questions in this presentation.

So just to sort of take a step back from the framing to the actual data model, and so what is VA OMOP?  So OMOP is a large, it's an open source community that really started developing a data model.  I think it’s almost six or seven years ago was the very first generation.  Maybe it’s five.  And really it was founded in pharmacoepidemiology group that really wanted to study comparative effectiveness for medications.  And it’s really just sort of kept growing as the user community and users have grown.  And you have source data, whether that’s claims data or electronic health record derived data.  You have all of the controlled vocabularies that the National Library of Medicine supports and then custom vocabularies that are particular to individual clinical use cases.  

And you map your data into the control terminologies.  You do quality control and quality assessment.  And then you push the data into this persistent data model so that then you can sort of quickly compute what you need on top of the data model.  It tries to sort of organize and streamline the data to make it quick to be able to answer questions.  So there’s no data model that is the best for any particular use case.  Any time you represent the data in a particular way, you’re advantaging certain types of analyses and disadvantaging others.  This type of data model is really good for comparative effectiveness for medications, labs, administrative code, tests for a lot of the type of work that is really at the core of what health services research does.  And the other thing that I want to just mention is that particularly in the VA, none of this would even be possible without all of the work that the Corporate Data Warehouse has done over the years extracting the data and bringing it nearly real time out of the electronic health record production systems into a secondary use platform.  So this is essentially a data cleaning, sort of streamlining effort that sits on top of that to try to make it a little more useable to certain research and operational use cases.

And so this is sort of the strategic roadmap for what we’re trying to do with OMOP.  So because of regulatory limitations and requirements, we’re actually trying to work with different stakeholders to build multiple parallel data models.  It will be very straight forward to merge them into one set of data, but essentially you have the Corporate Data Warehouse that has a transform and we’ll be talking about that today.  We’re also working with various natural language processing groups and informatics groups to take the products of natural language processing, transform those into structured data, and then persist those in the data model so that you can reuse natural language processing products without actually ever having to touch a natural language processing tool.  We’re working with groups like CART, the CART program in Denver, to take some of the data from registries and things to, and sort of represent that data with them in a Common Data Model.  And then VIReC is leading an initiative to transform the Medicare and Medicaid data into OMOP as well.  And so you can see how you can start aligning CDW data, registry data, claims data.  And then last but not least, there’s an initiative that VINCI is working with the DoD to bring in the DoD data, transform that into OMOP and make that available.  

So you can start to see where you can merge these data into sort of a Common Data Platform where you don’t have to know all of the really detailed information about the source data "gotchas."  You still have to know clinical data, but you might not have to know that you have to join these two tables and exclude these rows from this table, and then you, oh, but you need this other table.  So it’s sort of really helps the data experts that are building the Common Data Model put in their knowledge into the system to help make it so that users don’t have to reproduce that every time they want to use the data.  So that’s sort of some of the utility of using the data model.  

And so the other thing that I sort of want to lead off with before we go into more of the database frame is that there’s a wonderful user community for OMOP and OHDSI.  In fact, if you go and just type in OHDSI on Google or go to OHDSI.org, there’s a number of graphical user interfaces and web-based tools that you can install.  They sit on top of the OMOP data model.  It’s a wonderful way to sort of wander around the vocabularies, the concepts that allows you to do counts on your electronic health records data.  You can do cohort filtering, you can actually even get now into analytics without ever having to actually program in SQL.  And so these are some wonderful tools that are available.  This is another one that’s relevant to this particular talk that sort of allows you to set your cohort phenotype building sequence.  

So I want to start off by saying  that these are excellent tools, so we’ve been trying for quite some time to get some of these tools into the VA.  But there’s pretty stringent requirements on software use and software installation, and the VA is currently trying to sort of revamp its policies around the use of open source software.  So we’re definitely trying to be an advocate in that work.  And so the rest of this talk will actually deal with database level programming and database.  But I just want you to be aware that you can download these user interface tools, even use them outside of the VA.  They can generate code and then you can actually import that code directly into your work using OMOP within the VA.  But what we’ll be talking about today are a number of tools and functions that you could use directly within databases to help really mimic and approximate some of that functionality.  In fact, the tools that we are using, that I’ll be showing you today, were the precursor to the current graphical user interface functionality.  So I just wanted to make sure and highlight that in the discussion.

So what does the database look like?  So there’s actually sort of conceptual areas that the data are flown into.  So the orange on the right are the metadata tables.  So this is sort of the core data about the data, much like CDW’s dimension tables.  And so everything in OMOP hinges around the concept table.  All of the control terminologies, all of the standard computable data elements end up being mapped to the concept, and then how you interpret those concepts and how you roll them up, how you aggregate them, how you sort of use them really ends up being used by leveraging these other tables.  So there’s the relationship and the ancestor table that allows you to sort of roll drugs up to drug classes, allows you to aggregate clinical content, and then there’s sort of vocabularies and domains.  And so this is really one of the, this is part of the brain of OMOP in the sense that it uses all of the sort of control terminologies that you are used to using, ICD-9, RxNorm, LOINC.  All of those things are represented within these vocabularies.  

And so the other sort of really important chunk for this presentation are the standardized clinical data, which in the database world we call fact tables, but in sort of the clinical world it's sort the data about the patients and the providers and the data that’s generated during the clinical care.  So you have everything from sort of a patient demographics table, the person, to the encounter data, the inpatient and outpatient data and visit occurrence.  And then once you get sort of into the tables that are sort of in the lower half of the blue, you end up with a lot of facts about the patient.  This is where all the labs, the meds, the administrative codes, smoking status, all of those things get grouped and sort of placed into those tables.  

There’s also a domain for health economics, which allows sort of health econ analyses.  Currently in the VA those are not populated, but we’re hoping in the future that health economic experts in the VA will be able to collaborate to sort of flesh those out.  

And then sort of the purple tables are also really important and we’ll touch on those today.  Those are the derived tables that allow you to aggregate the data and make it even more efficient to compute certain things for your patients, for your cohorts.  So an example is the drug era table, which allows you aggregate an exposure to a medication over a period of time.  So if you have a patient that’s getting a script every month for three years you don’t really need 36 rows each month or a third of that, 12 rows for three months, in order to represent that.  You could represent that in one row with a window of exposure depending on your use case.  So those purple tables allow you to aggregate other data and make a computation even more efficient.  The other good thing about those tables is they allow you to persist definitions that others in the user community might want to reuse.  And so it allows easy sharing of logic and conventions and rules as you’ll see later.  

So what does an OMOP table look like?  This is particularly relevant to our conversation today.  So it’s a condition occurrence table.  And this is where all of these conditions, you can think of them as your primary source of ICD-9, ICD-10, the diabetes condition codes, heart failure, hypertension, all of those flow into this particular table.  So we, as a convention within our implementation of OMOP, we have the stock columns, which are the ones that conform to the data model as published.  And then we have custom columns that we needed to have for various reasons in our local implementation that I’ll talk about.  

So every table for OMOP and every table in most relational databases have a primary key that’s just a unique identifier for the row of that, for the fact row for that table.  And then, well, we seemed to have lost a bit of my content here.  So then there is the link to the other fact tables, so person ID, provider ID, and visit occurrence ID are actually pointers to the other OMOP fact tables.  So links to the person, links to the physician or provider or care provider associated with that record and the encounter, whether it’s an inpatient or outpatient encounter.  

The three that I really want to focus on today are the CONDITION_CONCEPT_ID, the CONDITION_TYPE_CONCEPT_ID, and the CONDITION_SOURCE_CONCEPT_ID.  And these are pointers to the OMOP metadata.  So these go to the concept table and essentially help define what is the clinical meaning of whatever that fact is.  You can sort of think of these for, and an ICD-9 code would have its own value and an ICD-10 code, etc., etc.

So I’m going to give you an example of what this means for conditions.  So examples of rows that would go into the condition table for OMOP are SNOMED codes.  So it’s important to, that OMOP has certain vocabularies that it has deemed to be the standard.  So it tries to convert all the other vocabularies into that vocabulary.  And the reason why it does that is that OMOP really tries to be a data model that allows like one hospital system to run a set of code on it and then you can take that exact same code, port it over to another healthcare system and run that code on it.  So you can imagine for grants and for research if you’re trying to do external validation or you’re trying to do multi-center work and you can write code once and use it across three or four different environments that you can really save a lot on implementation and also improve, potentially improves reproducibility because you’re using one set of code for multiple sites.  

So an example of this, so SNOMED is the standardized code for conditions in OMOP.  So you can see in our example, we’re interested in heart failure in the use case that I mentioned.  So a couple examples of what that looks like for the SNOMED code, you’ve got these numeric IDs that are defined as the concept IDs and you have sort of a SNOMED and the original SNOMED source code.  And the domain ID is important because it tells you where in OMOP this lives.  So if you ever wonder why you can’t find something in OMOP, if you go to the concept table and look up the code or the entity or the instance that you’re interested in, whether it’s a LOINC code, an RxNorm code, an ICD-9 code, you can find it in the concept table and that will tell you where you need, which OMOP table you need to look to find it, which is sort of a nice way of sort of letting that table always tell you where to go.  

The other important thing in the condition table is what’s called a type concept, which are these bottom three rows here which help interpret the position.  So if you have an outpatient code usually it’s designated either primary or secondary, and if you have an inpatient code usually you've got the primary inpatient code and then you’ve got one to 15 or however many secondary codes that are associated with that inpatient stay.  Sometimes those are important, and in fact, in our use case they’re important.  And so knowing not only whether it was an inpatient or outpatient code but what position it was coded as can be relevant to your use case.  So that’s how you find that with the condition type variable.  

And so the last piece, and these are in the, and these are the custom data elements that we added.  We wanted to always be able for a user to get back to the original CDW source so that you could always sort of double check things.  You could always merge back and get additional CDW data.  We’re adding new data domains to OMOP regularly, but there’s a large portion of CDW that’s not in OMOP, and there will always be a margin of data that’s not there.  So you need to be able to back trace through to the source data so that you, so that not only can you validate things yourself but you can potentially merge and link other non-OMOP data into you analytic flat file if you need it.  

Oh, so now it decides to work.  That’s funny.  So I’m going to actually drop out for just one moment and go this way for this since it’s not doing what it’s supposed to do.  

So another key design element for OMOP is that you have N number of source tables and they all go into just six destination tables when you’re talking about facts about a patient.  And so that’s a benefit because you’re able to sort of query a smaller number of tables to get the data you need, but it also conceptually groups things.  So this is actually a diagram in OMOP of where the data from all the CDW source tables goes and the destination tables.  Now I mentioned before that the concept table allows you to determine where in OMOP any particular entity that you’re looking for went.  And so even though for Outpat.VDiagnosis, which is the outpatient diagnosis file on CDW, even though most of those rows flow into condition, there were some instances when you had a procedural code that ended up being an ICD-9 or ICD-10 code or maybe it was a device entity, and so OMOP actually conceptually groups like content entities together, which most of the time the reason, the architectural reason behind that is if you want a drug, you want to go to the drug exposure whether or not that’s a HCPCS or a CPT or a Barcode Med Admin or an RxNorm, and that way it lets you query fewer tables to get the clinical content of interest.  

So I’m going to try to kick back to the slide.  See, yep.  So one of the things that we did to try to help the user community use this database, because we don’t have the ability to install all the graphical user interface tools that the community has made available is what’s called table valued functions in the database.  So if you, for research and operations users you have a working database, and within that working database one of the tabs is programmability, which allows you to see sort of stored procedures and different functions.  And so in CDWWork on both rb02 and rb03, we’ve installed approximately 50 table valued functions, which basically allow you to navigate around the metadata in OMOP without really having to know how all of those tables join together.  And it gives you a very quick way to get you where you need to go as you’ll see in these examples.  

So the two I want to highlight first for this presentation are one that allows you translate your source code vocabulary to a destination target.  So you don’t have to know what OMOP translates things to.  If you know you want an ICD-9 code that’s 250.11, diabetes, that’s all you have to know.  You know it’s an ICD-9CM code and you know, and so that function can tell you not only what domain table it went to, what the target mapping is.  But that’s not quite enough when you want to do your filtering and so that’s what the second function is for.  The second function basically allows you to build a list of concepts and then get the concept identifiers for all those in OMOP.  So if you want to filter for just patients with a diagnosis codes of heart failure or if you want to filter for just patients with a certain medication, that second function allows you to very quickly build your list without having to sort of navigate the direct database tables yourself.

And so in this example you’ll see you have to know the source code, but you have to know the source code vocabulary and you have to know the specific string for your source code.  So the easy way to find that is just a quick look in one particular table.  It’s called the vocabulary table.  It has all the vocabularies that OMOP offers.  So these are the ones that are relevant for the medications and for the administrative codes, so I filtered for this for the purposes of this presentation.  But you would basically use the VOCABULARY_ID name on the left in that stored, in that table value function to get what you wanted.  

So these are examples of doing this for, actually for diabetes where in the first one, as I mentioned before, you’re putting in 250.01 to try to find diabetes and you know your ICD-9 code, it tells you the source concept ID, it tells you what domain in OMOP that it goes to, it tells you the target SNOMED code that this maps to type 1 diabetes code.  And it tells you that both of these are in the condition table.  But if you want to be able to represent this as sort of a long instead of a wide representation so that you can just filter on one column, you use the second function, which basically it does the same thing except now there’s two rows where you basically have a CONCEPT_ID column that you would use as your primary filter for finding those codes in the data.  

So there’s another way, and Scott Duvall actually presented on this in a prior Cyberseminar.  We actually have persisted in the OMOP database essentially mapping from all of the source vocabularies to the OMOP concepts as well as the count in the VA data.  So if you want to know if the code is even used in the CDW data you can go to those tables and it accurately represents the counts of the data so you can sort of see whether or not, without having to spend some programming time and some wait time doing it yourself what’s actually being used and not used.  But we’ve covered that in prior talks, so I’m not going to in that way in more detail than that.

So the table value function that I showed you, it’s good for one code but you can sort of see, like you’re never going to ask I want heart failure and I only really want one ICD-9 code.  You’re always going to want to build a list of codes and then apply that to the function.  So thankfully Microsoft SQL itself has a really great way to do that using what’s called a CROSS APPLY function.  And again, I want to remind you I’m showing you SQL code, but you really don’t have to sort of really track any of it.  The SQL, the PDF document that’s attached to this and on VA Pulse has all of this fully commented and documented and we’re happy to take questions offline about this.  So don’t worry too much about the SQL code.  

So you essentially make a list of the source codes that you want, what the vocabularies are, and in this case we’re populating a list of source codes for heart failure.  And then run that, you cross apply it using the second table value function that I mentioned, and essentially you get a list, a long list of the output codes.  These are just a subset example of, for heart failure, and so you’ve got essentially, you’ve got some SNOMED codes and some ICD-9 codes.  You can still filter on the CONCEPT_ID list even though you may not be, so maybe you’re going to join into CONCEPT_ID, which is where all the SNOMED codes are supposed to be, or maybe you’re going to join into the SOURCE_CONCEPT_ID, which for the VA in implementation of OMOP is going to be the ICD-9, ICD-10, HCPCS, CPT.  So you can actually do the same join on either one and you should get the same answer if the codes are all mapped to SNOMED, and if it’s not using all the codes it’s not going to corrupt your query.  So it’s fine to use a longer list of filter across these two.

So I want to go into sort of the core.  So you’ve got your list, you’ve got your concept list.  Now you want to get down to it.  You want to be able to find the patients with heart failure.  And so earlier you saw, and I’ll go back a slide, so you saw the DOMAIN_ID for all of this was condition and I, you can’t see all of the rows here but all of them show conditions.  So really you only have to go to one table in order to make your query.  So you basically write a query, and this is the query on screen shows that where you go to the condition occurrence table, you essentially join and filter on the concept list that you just created, and then you also are going to need, you also are going to need to join the visits.  And the reason why is something I didn’t really make a big point of earlier, but the administrative definition of heart failure, because of the fidelity in the codes is different, a lot of these phenotypes require more than one code if the code might be noisy.  So in this particular administrative code definition, they wanted, if you have a primary diagnosis of heart failure in an inpatient setting, any one code counts.  But if you have an outpatient diagnosis or if you have a secondary code diagnosis in the inpatient setting, you need two consecutive codes, and it only counts as of the second code.  So if you need to know that then you need to know whether or not your codes are coming from inpatient or outpatient and you need to know whether or not they’re primary or secondary.  So that’s what this code does and I’ll break it down a little bit more.  

So this code first finds the person of interest, finds the start date of the administrative code in this section of the code.  And then this one, this case statement, finds the type of code.  So again, I showed you earlier you needed to know whether it was inpatient or carrier or outpatient and what position it was in.  If you’re confused about where to find that, you can always go to the OMOP concept table, and if you have a field that’s called CONDITION_TYPE_CONCEPT_ID, you just type in VOCABULARY_ID condition type and it will give you all of the possible code definitions for that domain.  And that’s consistent across all of OMOP.  So if you have a visit type, then it would be visit type.  If you have a visit, it’s visit.  If you have a procedure type, you type in procedure type, and so that allows you to always sort of understand the possible codes within a particular column.  

And so what we wanted to do here is we wanted all of the inpatient primary codes.  So this is actually the code list for inpatient primary, or if it’s, or some of them are a little bit ambiguous.  So even though in the VA we didn’t use those codes, in order to make codes that can apply across different healthcare domains you want to try to code to all of the possible code sets so that if you have different practice variation in coding between different systems you still are likely to capture the relevant cases of interest.  But it’s beyond scope to talk about sort of how to do quality assessment when you have different coding practices in different healthcare systems for this talk.  

[bookmark: _GoBack]So the other topic is sort of whether or not it’s an inpatient or outpatient code.  And so again, you go to vocabulary where, go to the concept table where the vocabulary is visit, and you can see that in our implementation of OMOP you have a couple different flavors.  Actually one that I won’t go into too much detail, but one of the custom ones we had to add was outpatient visit within an inpatient visit.  So you actually, OMOP can, it allows you to sort of see what’s inpatient, what’s emergency room, outpatient, long-term care.  So in this case we just wanted observation, inpatient, and inpatient.  

So I’m not going to go into the last code bit in the interests of time.  But as I said before, if it’s a primary inpatient code, you allow for the start date to start at the first code instance.  Otherwise it’s a second code instance.  You don’t want to count multiple codes in the same day, so you have to collapse same type of codes that are, so you class it down to just one instance per day.  And then some acute phenotypes, like if you had the flu or if you have acute gallbladder disease, maybe you want to build a phenotype that has a start date, when they get it, it has an end date when either they’re shown to be cured or when they have a surgery to remove their gallbladder, etc., etc.  So you can actually build in phenotypes that have a start or an end date.  But for a lot of chronic conditions, once you have it, you have it.  So that’s the case in the heart failure definition.  So there’s no stopping date of the phenotype other than when your data end, when you have a censoring of your data.  

And so this is a synthetic output just to sort of give you the flavor of what this results.  And essentially you have a set of folks, you have whether it’s an inpatient primary diagnosis or not, when the date was for that condition, the administrative code.  And then the logic is, first on an inpatient primary or second on others.  And you see that the qualifying date does follow that logic convention.  And so now, so you have your output, but it’s really in your own custom code.  You know it’s useful for your, for building of your own analytic data set.  But how do you make this sort of generally reusable?  And OMOP has the mechanism for that.  

There are two tables called the cohort and the cohort definition table, which allow you to essentially persist and populate these phenotypes for reuse where you basically assign a unique identifier and then you basically insert the subjects, when the cohort, when that phenotype starts, when the cohort starts, and when it ends.  So as I said, in this case the end for this is when the data ends.  So that’s why it was sort of two days ago.  So that’s the population.  Even better, in my mind, because we’ve always struggled with documentation and transparency and visibility of these things, there’s a definition table where you can say, hey, we got it from this article, we got these sets of codes.  Even cooler, in my mind, is that they have a field specifically so that you can put in the entire SQL code that you used to generate the phenotype.  So anyone that’s using this can go to the definition table, see who built it, when it was built, what’s the code that was used to build it, what are the references and validation points for that code, maybe there, and you can have five or six different implementations of heart failure in the same data, and one group may use one or the other but it allows sort of persistent representation of these clinical phenotypes in the database and really makes a reuse and consistency of use in the data much better when you start to have a community sort of using and reusing these.  

So I want to just quickly say all of what I just described was 100 lines of SQL code.  So the entire computable phenotype, including building the filters for the ICD-9 codes, was 100 lines.  And so the way that you can get away with that is all of the work that goes into merging all of the different source tables, the work that goes into cleaning the mappings to make sure that the data flow into the control vocabularies, that all of the data of a common sort of lineage goes into the same table, because we only had to query one table to get the job done.  Obviously more complex code will, more complex logic will make more code, but I just really wanted to report that because it sort of highlights, it really does highlight how quickly you can get some of this done when you have a data model that really was built in order to facilitate observational cohort analytics.  And again, this same code, same 100 lines would work if you had a CDW only versus a CDW Medicare merged OMOP version or a CDW Medicare DoD.  The same 100 lines technically would work, although of course, you’d have to validate the resulting data because you might have coding variations between the different data sources, but the topic for another presentation.  

So in summary the structure of OMOP really allows for a wide variety of source tables to be aggregated into a small number of standardized tables.  Mapping and mapping relationships really help support vocabulary crosswalks and help support building these quickly and computable phenotype building, documentation and persistent storage are supported in OMOP which is a really nice tool, and this is, if anything this is the hard way to do it.  So doing it directly in the database is not as easy as using the nice ATLAS graphical user interface tools.  But regardless, either of these definitely reduces overheard to build these types of things.  

So I’m not going to be able to spend as much time on medications, but I promised I was going to talk about it, so I will try to do a quick discussion on how you do this for medications instead of administrative codes.  So there are a few, so this is the drug exposure table where all of medication-related information should go.  As you’ll notice it’s larger than the condition table because there are a number of sort of unique fields and clinical content for drugs that aren’t present for conditions.  But for this particular presentation I’m just going to focus on the three columns that are essentially analogous to the condition table, which are the CONCEPT_ID, the TYPE_CONCEPT_ID, and the SOURCE_CONCEPT_ID, and not go into a lot of the medication specific entities.  

So as before, if you want to know what goes into the drug type or CONCEPT_ID, you go to the concept table and just look for drug type for your vocabulary.  So this is an example of, this is how you separate whether or not it was a prescription written versus a prescription dispensed in a pharmacy versus barcode med administering.  So it allows you to sort of separate out the flavors of the medication and whether it’s an order or an administration, etc.  

So I’m going to go a very quick example with a beta blocker to show you how essay it is to just have one drug and if you want to build a filter list for all of the drugs in that class how you would go about doing that.  And so at its fundamental level in the VA, everything gets mapped from a LocalDrugSID in the Corporate Data Warehouse through to either an NDC code or a VA product code and then on to an RxNorm mapping.  And so the medications have more gaps and more challenges than the administrative codes, and so there’s a large effort ongoing to sort of clean up those local drug to national drug to NDC and VA product codes.  PBM has been doing a lot of work in this area.  Multiple research groups have been doing a lot of work in this area, and so it’s been great to collaborate with a number of folks in trying to clean up these mappings to make it value added for the users of the data.  

So sort of, let’s go through it.  So again just to highlight here at the bottom you have, so I wanted to use Metoprolol.  That’s my standard example that I like to talk about.  So you’ll see at the bottom a few examples of different formulations of Metoprolol that are shown.  Actually in the OMOPV5DIM.LocalDrug_CONCEPT table and so you can see in the very bottom hand corner on the right you’ve actually got a count, so you know how many instances of that LocalDrugSID are in the VA data, which helps you sort of with how much mapping and how much, what fidelity you want to get your rule to and whether or not you need to include all the zero instances.  So we’re going to try to build a drug list that handles all the beta blockers, and the way, and so under the hood this basically uses a combination of the ATC and the VA Product Class and the UMLS and the RxNorm, all those relationships are built into the metadata which allows you to quickly sort of migrate up and down the medication chain.  

So we’re going to start with Metoprolol, and we just randomly select one of the IDs that comes back.  So this a table value function that you can use that lets you sort of get a drug or a drug class by a keyword.  So I’ve typed in Metoprolol, it gave back I think was 30 or 40 rows.  You see five here.  I just picked one of the CONCEPT_IDs from this list, and then I, then the next function that you can use is get drug ingredients.  So whenever you have a brand or a clinical drug, it’s really, you get it down to its ingredient and then you can sort of trace from the ingredient up the chain.  So the ingredient here is listed in the middle for the Metoprolol.  And so now that you sort of have identified the CONCEPT_ID of your ingredient, then you can use the next function, which is a get drug classes for a drug or ingredient.  And so I put in the Metoprolol drug ingredient.  It gave me a ton of different classes.  

So it’s important to know that if, so in the VA we’re used to working with VA class.  These are natively represented inside of OMOP.  So you can easily just use the CV100 beta blocker class.  But if you really wanted to do something different, you could use the NDF-RT and go down a different chain.  If you wanted to know all of the adrenergic receptor or adrenergic antagonists, you could choose that class and then start spiraling to get all the drugs in that class.  So it allows for a lot of flexibility in how you roll up and aggregate your medications, but you certainly can use the standard VA National Drug Class aggregations.  

So I went ahead and I wanted to just show that if you already know what you’re looking for and you don’t want to use the table value function, you can use the concept table directly.  So if I just want to look for beta blockers and I know that I want a VA class, then you can look in your concept table and it’s there.  But if you, but the function sort of just allows yourself, allows everyone to be abstracted away from the data tables a little bit if they don’t want to do that.  

So we found the drug class before as you, I’ll back up.  So we found 4279487.  So now we want to get all of the ingredients from all the medications that are within that drug class.  So there’s yet another function that you can use to get that.  Beta blockers come up with 338 different ingredient concepts.  So you can see here that some of them are ingredients and some of them are actually formulations, particular formulations of the medications.  So once you take that code list then you can cross apply that with an additional table value function that says get all of the drugs by the ingredient IDs.  And so this query joins the 338 against this table value function.  And I think it came up with about 5,050 different medications, different generics and dosing and trade names and combination medications, and so it sort of gets the broad swath.  And so that then becomes your definition for all of the beta blocker medications.  The DRUG_CONCEPT_ID you see here in this column are then what you would go to your drug exposure table and apply that to find all of the instances of the medications in the beta blocker class for the patient group of interest.  So I just wanted to, I know it was a bit of a fast run through but at least gives you a PowerPoint reference for how to basically do the drug chain roll-up.  

So in the future we’ll talk about drug eras and dose and route and other things in future presentations.  And so that was a whirlwind tour of just a part of the OMOP data model and the work that’s gone into sort of making it useable.  There’s a site that’s VAPULSE.net.  Elizabeth Hanchrow and a couple of her colleagues really have sort of been working on the data, the documentation and the quality assessment reports.  And so go here for all of the information you want.  And if you want to know how race was determined, if you want to know how the date of death was calculated, if you need to know all of the logic chains, all of the provenance from the source data to the end data, all of the conventions, the VIReC race, the best practice, how that was implemented, all of that documentation is on VAPULSE.net, and we also have an email.  You can email vinci@va.gov and just put OMOP in the subject header and that will go to our help desk and we’re happy to answer any questions that you have about any of this.  

How do you get the data?  So you have to put it in your IRB, and really all you have to say is just one sentence, that you’re going to be using OMOP data in the VA.  And then when you’re doing DART and you’re doing your domain checklists, there’s another data section that you just checkbox the OMOP Common Data Model and that then gives your project access to the views of this data representation.  

So I really thank you for letting me take you on the whirlwind tour today, I know you have questions and I know that it was very fast paced.  I’m hoping that the accompanying SQL documentation will help, and I’m happy to answer any questions.  Thanks very much for your time.  

Rob:  Dr. Matheny, we do have a handful of questions.  It looks like we might go a few minutes late.  Is that okay with you?

Dr. Michael Matheny:  Yeah, it is okay with me.

Rob:  Okay, great.  So I’ll launch right in.  I was able to answer this question literally, but I couldn’t provide any real detail.  What does OMOP stand for?

Dr. Michael Matheny:  Yes, yeah, well, it’s Observational Medical Outcomes Partnership.  So it was an FDA and industry initiative that was funded about five, six years ago, really to do observational comparative effectiveness, and it’s since sort of grown up from there.  So that’s a fair question that I should have put on slide number one or two.  

Rob:  Before we get too far into this, I just want to say to audience members if you have to leave right at the top of the hour, please do answer the survey questions.  We count on those to continue to bring high quality Cyberseminars.  Where do the values of concept name in the concept table come from?  This is around slide 14.  It was pretty early.  

Dr. Michael Matheny:  I’m sure, let me see if I can get back to it.  So I can frame, maybe it’s here.  So the concept names, so these in particular come from the National Library of Medicine and sort of the, SNOMED sort of has its own ownership group and its own governance board, and they define the names for all of the concepts.  So those get sort of submitted to the National Library of Medicine, which then curates all of that.  And then the OMOP community consumes all of those vocabularies.  In the VA you’ll find the dimension tables in the Corporate Data Warehouse have similar data where they basically have the concept, they have the administrative codes, and then they'll have the descriptions and names associated with those.  Those also come from the governing body relevant to that control terminology.  That may not have answered your question, but I tried.  

Rob:  This person says I can see where OMOP, especially derived data tables, has a lot.  Should I be switching to OMOP for all of my queries?  When would I need CDW, i.e.,  when would OMOP not have data that CDW does have?

Dr. Michael Matheny:  That’s a good question.  So I can sort of tell you in our personal practice we always, we’ve been using a hybrid because, so OMOP has patient demographics, and in fact, it’s been highly curated, the race, gender, ethnicity, data, and deduplication of patients.  So that’s a high level of utility.  So death data with the Vital Status Data, meds, labs, administrative codes, all the drug data, outpatient and inpatient, the fee-basis data.  But when you get past that we sort of have a roadmap of all the things we’d love to add like microbiology, audiology records, pathology data.  There’s just a laundry list.  And so I really haven’t run into a project yet that sort of, every one of its data elements can be handled by OMOP.  Generally what we recommend is sort of you build the pieces from OMOP that you can because it sort of takes advantage of the data cleaning and meds and labs and other things that multiple groups around the VA have been contributing.  And then go out to CDW.  There’s a crosslink in OMOP that’s OMOP V5 Map SPatient Person that allows you to basically go from the OMOP person back to the CDW identifiers, and then you link to your CDW data and bring that in hybrid.  I mean obviously if you’re wanting to build a query that you can run at Duke and University of Chicago and University of San Diego and the VA and you just want to use the OMOP Common Data Model, you’re limited to only the data that each of those places have put into the data model.  But for VA specific work, we always use a hybrid of both sets of data.  

Rob:  I think this is a follow-up to that question.  Is there an easy way to know which domains have or have not been implemented yet in OMOP?

Dr. Michael Matheny:  Yes.  Yeah.  We have a summary, a domain summary document in VA in the Pulse documentation that sort of says the status of the data domains that have been brought into OMOP.  And so Liz Hanchrow and the help desk can definitely point you to that if you can’t find it on the website.  

Rob:  Thanks.  This person wants to know which table used in VA OMOP V5 to hold the drug dose information.  Is it mapped already?

Dr. Michael Matheny:  Yes, so let me see if I can get to that for you.  So the drug does have a dose in the drug exposure data.  It is, where is it?  It’s a dose unit concept number, and then, so some of the dose is handled at a metadata level by the RxNorm value itself.  You can decompose RxNorm and it will have, it has specific formulations.  So some of that you can back trace through the metadata, and then if you need to know units or a route or sort of the quantity and fills, you have to get that those these additional fields.  

Rob:  This same questioner asks do I need admin rights to run the OMOP V5 functions?  Example get drug ingredient.  Are these functions OMOP standard or is it only for VA OMOP?

Dr. Michael Matheny:  That’s a good question.  So these are all OMOP standard in version four.  But when the OMOP community sort of built the graphical user interface tools for ATLAS, they incorporated all of these functions directly into the user interface tool.  And so the only reason why we just haven’t been able to get it installed here.  So you don’t need administrator functions.  These functions are all installed in the CDWWork.  So you know how you can get to the dimension tables in CDWWork, even though you have a research project.  So some of the tables you can’t get to in CDWWork but some of them are public.  All of these functions are public in CDWWork, so you don't, anybody can get to them and use them.  And it’s only on metadata.  So none of these queries return patient fact data, which is why we can expose them for everybody.  

Rob:  Thank you.  Do you use any interface terminology like Intelligent Medical Object used by EHR vendors like Cerner?

Dr. Michael Matheny:  So right now we’re just consuming the data outputs from the VistA and from all of the operational informatics work that’s gone into mapping that data at the source sites.  You know EPIC actually has an implementation of OMOP that a group in California has built, and then Cerner is building an implementation of OMOP.  And so I think there’s just a lot of movement.  I think there’s 16 or 17 countries that have some data in OMOP, and I think OMOP covers almost a billion lives, although I’m skeptical about how much duplication there is in that data.  I bet it’s not even half that if you were actually able to de-duplicate the data.  But no, it’s a very widely used transform.  

Rob:  Great, thank you.  How up to date are the OMOP data?  How frequently does the ETL process take from, take place from CDW to OMOP?

Dr. Michael Matheny:  Oh, that’s an excellent question.  So right now we’re operating on, I think, June or July was our last snapshot.  We’re about to release another update.  I think in the next couple of weeks we’re going to release an update that will go all the way through September.  Our goal is to get down to monthly updates right now.  So it’s definitely not real time, it’s not like the CDW where most of that data is nightly, it’s just there’s a very large sort of a infrastructure demand for near real-time data transform.  But our goal is to get down, in the next three to four months hopefully we will have gotten the cycle time down to about once a month is our hope.  It might be, it might still be once every two months by then, but by the end of the fiscal year, so by October 2018 for sure, we will be at a month cycle.  

Rob:  This person follows up, and I don’t think you answered this in your previous answer, but will CMS data be loaded into OMOP eventually?

Dr. Michael Matheny:  So yeah, actually Kristin de Groot is leading a group at VIReC, and we’re helping support them going through the domains.  And it’s been sort of amazing to see a lot of communication with ResDAC and sort of a lot of digging into sort of the best way to combine the data.  So I don’t know how quickly that data will become available, but I know that VIReC has every intent, once it’s adequately quality controlled, to make a native CMS and an OMOP version of CMS data available for reuse by researchers.  

Rob:  I have somebody looking for a good introductory documentation on OMOP.

Dr. Michael Matheny:  So a lot of times I tell people to go to the OHDSI.org website.  The actual, all the definition document for the data model is there, you can play with the user interface tools, and I think playing with the vocabulary viewer, and it’s online.  I mean it’s not to the VA data obviously, but it’s to a sort of small dataset, really can sort of allow you to get a sense of what it’s all about.  As far as everything VA specific, all of the logic documentation and governance guidance is all on the VA Pulse website.  But I think the highest yield for introduction and education is actually on the OHDSI.org website.  

Rob:  Perhaps also emailing vinci@va.gov.

Dr. Michael Matheny:  Yes, that too.  

Rob:  Actually, Dr. Matheny, could you forward those slides all the way to the end so that email address is up?  And this person_

Dr. Michael Matheny:  Yeah, there it is.  Thank you.  

Rob:  My pleasure.  Can you explain how the dedupe process will be handled in an automated fashion to assure continual quality improvement for continually accessible datasets?

Dr. Michael Matheny:  So I would ask sort of a little bit of unpacking of the deduplication.  So there’s an incremental process so as new data are brought in by CDW they have a convention for how you determine change through updated or new rows and how you sort of can flow that through a process.  But deduplication could mean a couple different things so I would need a little clarification.

Rob:  Okay, well, that person can follow up if they like.  This person mentions Dr. Ronald Hauser who is a pathologist at West Haven and_

Dr. Michael Matheny:  Yeah, absolutely.

Rob:  _they've been to his seminar and wondered is there a way that his work can be supported and shared within OMOP.  

Dr. Michael Matheny:  Yeah, so excellent questions.  So he and I have had multiple conversations over the prior months, and we’re both very interested in working with each other to try to sort of bring some of those mappings into OMOP.  So yeah.  No, absolutely.  In fact, I just want to make an open call, I mean as there’s always additional data quality work that could be done, and everybody will have a different level of rigor that they want to apply to a particular area.  So if you have a key exposure and a key outcome, you clean that up really well, but you can’t clean up all 500 variables that you might possibly use.  There’s different levels of rigor that you have to sort of, just by the budget you have, you have to apply.  So I would really send a call out to the community that if you have a mapping for a particular lab or a med, send it to vinci@va.gov.  We have a collaboration group that basically meets with the field and tries to work with everyone to sort of bring in their mappings and use them.  So we would welcome any help in sort of continuing to improve this resource.  And if you find problems in the data as you’re using it, we also really, really want to hear from the user community about a problem in the data so that we can quickly sort of address it, patch it, fix it so that the rest of the user community can benefit from that fix.  

Rob:  Wonderful.  Thank you.  Well, that’s all the pending questions that we have.  We do have one comment.  Somebody wrote in with a URL to the OMBOSEHRA Policy Effort on the use of open source code, which you’ll be able to see when we get the reports to you, Dr. Matheny.  But other than that, if you’d like to make closing comments, I think now would be the good time to do that.

Dr. Michael Matheny:  Okay.  Well, I just want to thank everyone again for their time today.  And we hope that you give OMOP a try and give us feedback on whether or not it met your needs.

Rob:  Great.  Thank you.  Thank you again, sir, for your time presenting, preparing and presenting.  Audience members, I meant it when I said we were lucky to have Dr. Matheny today.  He’s very busy with OMOP.  So one more time, thank you, sir.  And thanks everybody for joining today and have a good rest of the day.

[ END OF AUDIO ]

